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What is Azure Data Lake Gen2 
 

Azure Data Lake Storage Gen2 is a cloud scale and cost-effective data lake solution for big data analytics. 
The features from Azure Data Lake Storage Gen1, such as hierarchical file organization , folders and 
directory, and file level security and scale are combined with low-cost, tiered storage, high 
availability/disaster recovery capabilities from Azure Blob storage. 

The most noteworthy feature is the Hierarchical Namespace (HNS) that allows this massively scalable 

storage service to arrange your data like a filesystem with a hierarchy of directories. All analytics 

frameworks (e.g. Spark, Hive, etc.) are built with an implicit assumption that the underlying storage 

service is a hierarchical filesystem. Data Lake Storage Gen2 allows users of Azure Blob Storage access to 

a new driver, the Azure Blob File System [ABFS] driver. This driver takes advantage of the fact that the 

ADLS endpoint is optimized for big data analytics workloads The ABFS driver is contributed as part of 

Apache Hadoop® and is available in HDInsight and Azure Databricks, as well as other commercial 

Hadoop distributions. 

Why move to ADLS Gen2 from ADLS Gen1  

The top 5 difference between ADLS Gen1 and Gen2  

Feature ADLS Gen1 ADLS Gen2 

File System Hierarchical Namespace  

File and Folder Support  

Hierarchical Namespace  

Container, File and Folder Support 

Geo – Redundancy LRS LRS, ZRS, GRS, RA_GRS 

Authentication  Keys and service principals Keys, Service Principal and Shared 
Access Keys 

Authorization Management – RBAC  

DATA – ACL 

Management – RBAC 

DATA – ACL, RBAC 

VNet Integration VNet Integration Service Endpoints, Private 
Endpoints 

 

File System  

Hierarchical File System allows the objects/files within an account to be organized into a hierarchy of 
directories, subdirectories, and files in the same way as a traditional NTFS file system.  ADLS Gen2 
provides the capability for big data analytics, built on top of the Azure Blob storage.  

In general, we recommend that you turn on a hierarchical namespace for storage workloads that are 
designed for file systems that manipulate directories. This includes all workloads that are primarily for 

https://docs.microsoft.com/azure/data-lake-store/index
https://docs.microsoft.com/en-us/azure/storage/blobs/storage-blobs-introduction
https://azure.microsoft.com/services/hdinsight/
https://azure.microsoft.com/services/databricks/


analytics processing. Datasets that require a high degree of organization will also benefit by enabling a 
hierarchical namespace. 

Remember that once you enabled HNS on the storage account, you can’t revert to flat namespace.  

 

Geo-Redundancy  
 

ADLS Gen1 provides locally redundant storage (LRS). Hence, the data in your Data Lake Storage Gen1 

account is resilient to transient hardware failures within a datacenter through automated replicas. In a 

DR strategy, copy critical data to another Data Lake Storage Gen1 account in another region with a 

frequency aligned to the RPO and RTO of your service. There are a variety of methods to copy data 

including ADLCopy, Azure PowerShell or Azure Data Factory. Azure Data Factory is a useful service for 

creating and deploying data movement pipelines on a recurring basis. Some of the common challenges 

are migrating updates or deletes, handling transient failures, and skipping errors for open files. These 

are custom solution that is prone to failure, difficult to manage and troubleshoot and won’t provide a 

hot standby solution.  

But all the above challenges are managed efficiently in Gen2. Data Lake Storage Gen2 maintains three 
replicas in a data center to overcome any component or hardware failure. Additionally, you have ZRS to 
maintain three copies of data spread across data center within a region. For data resiliency with Data 
Lake Storage Gen2, it is recommended to geo-replicate your data via GRS or RA-GRS to its paired region 
that satisfies your HA/DR requirements. With RA-GRS capability, you can also increase the throughput 
and achieve higher processing capability by running compute workload against the readable secondary 
copy.  

 

Authentication  

Data Lake Storage Gen2 integrates with Azure AD for identity and access management for all the data 
stored in Data Lake Storage Gen2. Because of the integration, Data Lake Storage Gen2 benefits from all 
Azure AD feature such as multi-factor authentication, Conditional Access, role-based access control.  
While these features were available on Gen1, ADLS Gen2 also supports shared Key. Microsoft 
recommends that you use Azure Key Vault to manage your shared keys, and that you regularly rotate 
and regenerate your keys. Using Azure Key Vault makes it easy to rotate your keys without interruption 
to your applications. 

Authorization  

ADLS Gen2 supports POSIX access controls for Azure active directory users, groups, and service 
principals. The access controls can be set to existing files and directories. The access control can be 
created at parent level that any new files or directories created will have the permission propagated.  

https://docs.microsoft.com/en-us/azure/data-lake-store/data-lake-store-copy-data-azure-storage-blob
https://docs.microsoft.com/en-us/azure/data-lake-store/data-lake-store-get-started-powershell
https://docs.microsoft.com/en-us/azure/data-factory/connector-azure-data-lake-store


Network Security  

Private endpoints for your Azure Storage accounts allows client on a virtual network to connect to the 
data over a Private Link..  The traffic between the client and the storage account traverses over the VNet 
and a private link on the Microsoft backbone network, eliminating exposure from the public internet. 

Using private endpoints for your storage account enables you to: 

• Secure your storage account by configuring the storage firewall to block all connections on the 
public endpoint for the storage service. 

• Increase security for the virtual network (VNet), by enabling you to block exfiltration of data from 
the VNet. 

• Securely connect to storage accounts from on-premises networks that connect to the VNet 
using VPN or ExpressRoute with private peering. 

 

 Assessment  
 

a) Look at not only ADLS in isolation but also the different connection points 
 

One of the most critical steps within the migration process is the assessment. When assessing, it 

is important to compare the capabilities of ADLS gen 2 and ADLS gen 1. Check whether any of 

the unsupported capabilities found here will block your organization’s migration from ADLS gen 

1 to Gen 2. For most blockers, a workaround maybe possible. Running a pilot migration will 

unravel the blockers such as network, security and/or unsupported SDK/APIs when connecting 

compute workloads or other services to ADLS Gen 2. The pilot phase needs to be leveraged to 

reconfigure services to access Gen 2 account endpoints, update applications written in .NET or 

Java to use Gen 2 APIs. If the plan is to use pilot phase as a comprehensive test bed, it will be 

imperative to start in a DEV environment [could be a different resource group within Azure 

subscription] and following the DevOps best practices within your organization to move to 

different environments such as UAT/Pre-Prod/Prod etc. Refer to migration approaches to gain 

better insight into this process. 

        b) Business Impact during cutover 
  

As with all things in life, timing is pivotal in ensuring minimal disruption. If the pilot phase using 

options mentioned below is carried out meticulously, the cutover will be seamless with minimal 

disruption to the end users. Comprehensive testing needs to be carried out to ensure all 

workloads and applications are online. Applying either of the approaches mentioned below, the 

outage can be minimized. A phased go-live for front end applications or reporting workloads will 

ensure that sufficient resources are available to address any breaking changes. 

 

https://docs.microsoft.com/en-us/azure/private-link/private-endpoint-overview
https://docs.microsoft.com/en-us/azure/private-link/private-link-overview
https://docs.microsoft.com/en-us/azure/vpn-gateway/vpn-gateway-about-vpngateways
https://docs.microsoft.com/en-us/azure/storage/blobs/data-lake-storage-known-issues


     

b) Who is the right partner? 
 

Most organizations these days outsource IT operations and picking the right partner to carry out 

the migration will either make or break your migration. Some questions that will aid in picking 

up the right partner are: 

a) Is the IT team [internal or external] have enough knowledge about the overall data lake 

architecture, business critical applications and how your data lake is organized? 

 

b) Does the IT team have enough bandwidth to manage the migration?  

 

c) Is cost the only criteria in picking up the migration partner? 

 

The selection pecking order should be geared toward giving advantage to IT partner who has        

knowledge about your data lake or has undertaken ADLS migration of similar scale and 

complexity. 

 

        d) Cost  
  

Now, let us look at one of the most important drivers for migration. ADLS Gen 2 should ideally 

reduce the overall TCO because you do not need to use additional services such as ADF to have 

DR solution in place. This reduces the management cost and overall Azure usage because ADLS 

Gen 2 now supports GRS and RA-GRS out of the box. Additionally, ADLS Gen 2 supports different 

access tiers based on the data access patterns and retention period requirements. More details 

about tiering can be found here.  

             

 

 

 

 

 

 

https://docs.microsoft.com/en-us/azure/storage/blobs/storage-blob-storage-tiers?tabs=azure-portal


Migration Approaches   
 

 

 

Dual ingestion pattern is to consume the same data from the source simultaneously. One ingestion 

stream processes data to Gen1 and another to Gen2.  This is recommended approach for large datastore 

with limited downtime. 

Benefits  
 

• The benefit of this pattern is the ease of moving your workload from Gen1 to Gen2 with 

significantly less downtime. As the Gen2 setup is already ingesting data continuously, the 

failover can happen immediately by stopping the Gen1 ingestion stream 

• The parallel ingestion pattern also allows you to migrate the workload in phased manner rather 

than the lifting and shifting the data lake.  You can start with low to medium priority workload 

and follow by business-critical ones later. 

• Running a parallel setup helps you to identify any environment or compatibility issues before 

the production cutover. 

Challenges 
• This is a complex migration pattern. Maintaining a consistent secondary ingestion setup needs 

lot of technical detail and execution. Any ingestion failure in either of stream must handle 

reconciliation issues.  



• Running two concurrent jobs at the source can add extra overhead to the source. Also, any 

delay in data processing in either stream can cause inconsistency during the failover. You need 

to build a checkpoint process to ensure the data is in sync after the job completion 

• As both ingestion stream is independent of each other, you can have files created in the data 

lake with different files names. Common use cases are the part files generated by spark files. 

You need to maintain a mapping table or have a rename file operation after every job 

completion. 

 

 

 

A parallel write with bi-directional sync is an approach ensures that you are maintaining a copy of the 

data in Gen1 and Gen2 at the same time. The difference between this approach and dual pipeline is that 

the data is the data synchronization or copy performed between the Gen1 to Gen2 storage.  

 

Benefits  
 

• Once a specific workload dataset has been copied to Gen2, the data source ingestion is pointed 

to Gen2 instead of Gen1.  However, those datasets that has not been migrated continue to 

ingest the data from source to Gen1. The respective downstream are mapped to correct data 

lake store.   

• The purpose of the replication from Gen1 to Gen2 is to ensure that the both the data lake is in 

sync and you can continue to have a side by side setup.  In case of failover or failback, you can 

quickly go back to old state with minor changes.  



• The bi-directional replication also overcomes the issues related to reconciliation of files with 

different names and timestamps.  

Challenges  
 

• Any technology that uses bi-directional sync needs to consider situation of conflict resolution 

and conflict handlers. A folder or files with same name needs can cause the data copy to fail. 

You could replace, ignore or introduce error handling mechanism to complete the sync activity  

• Once the data is synced, tracing the origin of the file might be critical for troubleshooting and 

debugging process.  Though last modified may be good choice, but overwrites can complicate 

the lineage  

• Deletes are another scenario that needs to be managed. Copy activity only propagates newly 

created files. You need to manage how do you replicate file delete activities.  One of the 

approaches is to read of diagnostic logs and build the lineage and apply the deletes to the 

destination layer.  

 

 

 

In big bang migration, you move all the content (files, folders etc.) from Gen1 to Gen2 as a full refresh 

activity. This simple approach is recommended when the size of the data lake is not greater than 30TB. 

 

Benefits  
• A onetime data copy with Gen1 to Gen2 is a simplest approach for ADLS migration.  



• It is cost efficient because the two data stores are maintained for short duration of time. You 

either have the run cost of Gen1 or Gen2. Only additional cost is the data movement charges if 

any.  

 

Challenges  
• This approach is not recommended for large data lake migration.  The downtime required for 

migration is dependent on the speed of the data copy between the gen1 to gen2.  

• To get a common downtime window from all the business workload is a tricky task. Not suitable 

for scenarios when you need to migrate in phase manner.  

 

A copy full, then incremental is a further enhancement of big bang migration approach. After a one time 

copy of the data, you perform an incremental data copy to transfer the files generated between the 

start and end of the one-time copy.  

Benefit  
 

• This continues to be a simple migration pattern with less downtime. Only downtime is the time 

to copy the incremental data from Gen1 to Gen2. So, during a maintenance window or low 

activity period, the migration can happen quickly complete with minimal impact. 

• This also allows you to do perform the migration in a phase manner for limited duration. You 

can continue the incremental data copy per workload basis. However, running incremental job 

for long time can bring additional complexity of data synchronization and propagating ACL and 

other environmental changes. 



Challenges  
• You need to build a logic to identify the modified files. This is easier if you are following upsert 

workload. Any new files are placed in a YYYY-MM-DD partitioning or folder with incremental 

order. However, if there are inplace updates, you need to scan for new changes either by 

scanning all folders or maintain a catalog \ lookup tables.  

• During full copy activity, there might be edge cases when the folders that you scan has active or 

open files. You need to either put a retry logic or keep a track of the failed activities and copy 

them separately.  

 

 

A hybrid approach of adopting the few capabilities of dual ingestion and bi-directional sync migration 

pattern.  The characteristics of the dual ingestion is performing the incremental data copy by two set of 

ADF jobs connecting to data source. The workloads that has been migrated to Gen2 will send those files 

from Gen2 to Gen1 as a part of sync activity. 

Benefits  
 

a. As you have a hot copy of data maintained between Gen1 and Gen2 storage account, you can 

quickly failback or failover by altering the connection strings.  

b. The pain points of Dual pipelines related to file reconciliation and data synchronization is 

restricted to the time window of incremental data copy. Once the workload is migrated, the 

dual ingestions is converted to single ingestion.  

c. While in parallel write, bi-directional program, you remove the Gen1 at the end of migration, in 

this pattern, the migration happens in a phased manner.  



Challenges  
a. The challenges of both dual ingestion and bi-directional sync applies to this pattern. But the 

impact is restricted as the migration is done in phased manner.  

b. As you will have multiple pipelines related to ingestion, synchronization and other activities 

running at the same time., you need to schedule the pipelines either staggering them properly 

or convert them a event driven execution using logic app and event grid model 

NON-NATIVE TOOLS  
 

All the design patterns have been applied using Microsoft native technologies, but there are few non-

native tools or products that plays a suitable role for data migration and is not limited to those listed 

below.  

WanDisco  
 

With WANdisco Fusion, you can make data that you have used in other large-scale analytics platforms 

available in Azure Blob Storage, ADLS Gen1 and Gen2 with minimal downtime or disruption to your 

existing environment. You can also replicate the data, and metadata across different regions to make 

the data lake available globally for analytics. It is suitable for the parallel writes, bi-directional and dual 

ingestion bi-directional sync patterns.  

WanDisco LiveMigration 

Informatica  
 

Informatica is a software company that specializes in data management and data integration space. The 

solution is IaaS based and Data Engineering, which is equivalent of ADF, is used to move data from ADLS 

Gen 1 to Gen 2. 

Data Engineering 

 

DATA FACTORY TUNING  
Azure Data Factory (ADF) is a fully managed cloud-based data integration service. You can consider ADF 

for copying data from Data Lake Storage Gen1 to Gen2. 

 

• If your total data size in Data Lake Storage Gen1 is less than 30 TB and the number of files is less 
than 1 million, you can copy all data in a single copy activity run. 

• If you have a larger amount of data to copy, or you want to migrate to gen2 in phased manner, 
and make each of them complete within a specific time frame, partition the data. Partitioning also 
reduces the risk of any unexpected issue. 
 

https://azure.microsoft.com/en-us/blog/globally-replicated-data-lakes-with-livedata-using-wandisco-on-azure/
https://www.informatica.com/products/big-data/big-data-edition.html


• Use a proof of concept to verify the end-to-end solution and test the copy throughput in your 
environment.  

 

 

Major proof-of-concept steps: 
 

• Create one Data Factory pipeline with a single copy activity to copy several TBs of data from Data 
Lake Storage Gen1 to Data Lake Storage Gen2 to get a copy performance baseline. Start with data 
integration units (DIUs) as 128. 
 

• Based on the copy throughput you get in step 1, calculate the estimated time that's required for 
the entire data migration. 

o Change the value of DIU and capture the runtime.  
o You can also partition the data and increase the count of parallelism of the copy activity 

to run multiple parallel threads to complete the data copy. 
• There is no magic number for parallelism and DIU. The behavior depends on the number of files, 

size of each files and type of files. 
• Small numerous files will have slower transfer rate than the large files. It is recommended to 

have files in MBs preferably greater 256 MB. 
• If possible check if you can combine files of KBs or MBs to bigger files such as compaction and 

vacuuming for the spark dataset, increase the batch window size to process more dataset etc. 
• Perform binary copies wherever possible. Don’t change the compression types when moving 

from one data lake to another 
 

Refer for step-by-step guide to load data to ADLS Gen2 from Gen1 

Load-azure-data-lake-storage-gen2-from-gen1 

 

CONSIDERATIONS  
 

Date Modified  
 

Whenever you copy the files or folders from gen1 to gen2, the last modified timestamp of the files or 

folders will be different in the destination. While the source files in the ADLS Gen1 will have the actual 

date and timestamp of file create and update, the destination Gen2 storage account will have the data 

copy time stamp.  

In data retention scenarios related to archive or active\inactive dataset, either you manage a lookup 

table or catalog of mapping the file name, source modified time stamp or take a business exception till  

cutover date is greater than the retention date. 

https://docs.microsoft.com/en-us/azure/data-factory/copy-activity-performance-features#data-integration-units
https://docs.microsoft.com/en-us/azure/data-factory/copy-activity-performance-features#data-integration-units
https://docs.microsoft.com/en-us/azure/data-factory/load-azure-data-lake-storage-gen2-from-gen1


Also, convert any business logic on file’s last modified datetime to another custom field to avoid such 

issues in future.  

Failback  
There is no one click failover or failback available in ADLS Gen1 to Gen2 migration. In case of large 

volume of data, it is recommended to perform the migration in phased manner. In case of failures, you 

need to have a custom pipeline build to move the files from Gen2 to Gen1.  

Accidental Deletion  
In ADLS Gen2, if you delete any files or folder by accident, you will not be able to recover those files 

irrespective of the data redundancy settings. In ADLS Gen1 , if you have configured any file copy activity 

for disaster recovery solution using azcopy, ADF etc., then you manage the user error scenarios by 

restoring the deleted files from secondary copy. Soft delete feature is already available in Azure Blob 

and porting this feature in ADLS can overcome such scenarios  

Preserve Metadata and ACL  
  

One of the key challenges of migrating from ADLS Gen1 to Gen2 is how to ensure that security context 

and metadata is maintained when the files are copied from Gen1 to Gen2. Azure Data Factory, When 

you copy files from Azure Data Lake Storage Gen1/Gen2 to Gen2, you can choose to preserve the POSIX 

access control lists (ACLs) along with data 

Metadata 

 

Security  

 



 

 

 

Continuous Integration \ Continuous Delivery  
 

 CI emphasizes automation tools that drive build and test and CD is to package and deployment what CI 

is to build and test. When you are managing a large data lake infrastructure, the common automation 

tool is to use PowerShell or Azure CLI to perform the build and release activity. The PowerShell cmdlets 

and the CLI function is different in both the versions and you need to test extensively before you migrate 

your CI\CD pipelines to Gen2.  

Example  

PowerShell  

Create new Folder\ Directory Gen1 

New-AzDataLakeStoreItem -Folder -AccountName $dataLakeStorageGen1Name -Path 

$myrootdir/mynewdirectory  

Create new folder\ Directory in Gen2  

New-AzDataLakeGen2Item -Context $ctx -FileSystem $filesystemName -Path $dirname -Directory 

 

Azure CLI  

Create Folder in Gen1 

az dls fs create --account mydatalakestoragegen1 --path /mynewfolder –folder 

create folder in Gen2 (Preview) 

az storage blob directory exists -c my-file-system -d my-directory --account-name mystorageaccount 

 

Conclusion  
  

To summarize, this whitepaper talks about the various options to migrate storage from ADLS Gen 1 to 

Gen 2. There are a lot of factors to consider when migrating from ADLS Gen 1 to Gen 2, and we believe 

that this whitepaper will guide your organization on this journey. 

 


